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Dear AFP / Biosapiens 2008 attendee,
Welcome to the joint Automated Function Prediction / Biosapiens meeting in ISMB 2008. This is the
second time AFP and Biosapiens are joining forces to bring you an engaging and stimulating program.
As usual, we strive to bring you the latest in cutting-edge research in computational gene and protein
function prediction and annotation delivered by leading international researchers. This year we are
holding a joint session with the 3D SIG on predicting function from protein structure. “Structure to
Function” is a problem that is rapidly moving to the forefront of life science due to the increasing
number of unannotated structures coming from structural genomics projects.
We are also addressing a need voiced by the community to learn more about computational function
prediction. Kimmen Sjölander from the University of California Berkeley will conduct a workshop on
function prediction using phylogenomics. Yanay Ofran from Bar Ilan University, Israel and Predrag
Radivojac from Indiana University will present a variety of components, tools and techniques for
computational function prediction. Those tutorials are intended for researchers and students that are
entering the field, and for those in the field to gain more knowledge and expertise. This is a rare
opportunity to interact informally with leading experts in the field and enhance your own research.
We would like to thank the members of the Program Committee for carefully reviewing the abstracts
sent to this meeting. Thanks to the International Society for Computational Biology for hosting this
meeting at ISMB 2008. A special thanks to Prof. Sean Mooney and his lab at the Indiana University
School of Medicine for maintaining the conference website.
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Conserved Substrate Substructures & Protein Similarity Networks for
Automated Annotation of Enzymes
Patricia Babbitt*, Ranyee Chiang, Shoshana Brown, Holly Atkinson
Univerisity of California, 1700 4th St., MC 2550, San Francisco, CA 94158-2330, USA
*Correspondence: babbitt@cgl.ucsf.edu
1. INTRODUCTION
While many methods are available for inference of functional properties for uncharacterized proteins,
homology-based analysis remains a major approach for assignment of molecular function by annotation
transfer. For enzymes, organization of homologous proteins into superfamilies related by structural
similarities in the catalytic machinery required to catalyze a fundamental aspect of the chemical reactions
represented is a powerful way to assign functional characteristics to newly discovered members. Yet many
such superfamilies include multiple reactions evolved to catalyze different overall reactions using broadly
dissimilar substrates, challenging the effectiveness of annotation transfer between diverse sequences and
structures, particularly for automated function prediction. To address some of these issues, we have
developed two new approaches to aid in functional annotation of members of enzyme superfamilies. The
first, identification of conserved substrate substructures associated with common aspects of catalysis across
all diverse members of a superfamily allows annotation using information that is orthogonal to that
obtained from sequence and structural conservation patterns. The second approach uses protein similarity
networks to facilitate annotation via mapping of functional properties to superfamily member proteins that
have been clustered using simple sequence similarity metrics.
2. RESULTS
2.1 Conservation of substrate substructures for automated annotation of functional characteristics of
enzyme superfamilies. Just as conservation patterns across sequences and structures of homologous proteins
can reveal clues about their functions, conservation patterns across their cognate substrates identify aspects
of function associated with all member reactions, even when the substrates and overall reactions across a
superfamily vary greatly. We analyzed graph isomorphisms among enzyme substrates for 42 SCOP
superfamilies to establish the substrate conservation pattern for each. The chemical substructures conserved
among all known substrates of each superfamily, the substructures that are reacting, and the relationship
between the two were determined (1). This information can be used to annotate new sequences and
structures identified as members of these superfamilies (Fig. 1). The results define an obligate substructure
for the substrate of uncharacterized members, thereby restricting the reaction space to be explored for
annotation of reaction specificity or to identify featues of ligands useful for screening or co-crystallization

Fig. 1. Examples of uncharacterized structures from the PSI that can be annotated with the
substrate substructure conserved in all members of the superfamily to which it belongs.

studies. The method is automated, enabling large-scale identification of fundamental functional capabilities
of new superfamilies provided sufficient diverse members have already been functionally characterized.
2.2 Protein similarity networks for facile mapping of functional properties to sequence clusters in protein
superfamilies. To improve annotation of specific molecular function on a large scale, we have explored
and validated the use of protein similarity networks (2) for visualization of functional trends across large
and diverse protein superfamilies. Using pairwise comparisons of large sets of homologous sequences in
superfamilies representing many different molecular functions, we show that even such simple approaches
to clustering sequences in networks provide satisfactory depictions of high-dimensional similarity
relationships, can recapitulate much of the information present in phylogenetic trees, and that the
relationships implied by network topology largely agree with known structure-function relationships.
Because they are fast and simple to generate and characterized functional features available in many
databases are easily mapped to the clustered sequence sets, protein similarity networks provide an attractive
approach for exploring functional features of many types from the context of sequence similarity, enabling
fruitful hypotheses. The wide variations in sequence diversity that are often found between different
families within a superfamily can be quickly and easily examined by varying the E-value thresholds at
which edges are generated. We have used these networks for many types of structure-function analyses,
e.g., to identify misannotated proteins (Fig. 2), to predict functional specificity for uncharacterized proteins,
and to explore in a single network overall relationships among families in very large superfamilies.

Fig. 2. Cytoscape (3) network illustrating misannotation of a sequence in the enolase superfamily. The
network was generated from all-by-all Blast analysis of sequences in a subgroup of the superfamily. Sequences are
represented as nodes and shaded according to curated functions. Sequences whose functions are unknown are med.
grey; squares depict structurally characterized proteins. Edges are generated if the Blast E-value connecting two
sequences is equal to or smaller than a chosen threshold; here E = 1 x 10-40. Nodes cluster more tightly with the
number of pairwise connections; edge lengths do not provide information. The arrow marks a sequence annotated
in Genbank as mandelate racemase although it clusters closely with sequences in the fuconate dehydratase family
(labeled). The authentic mandelate racemase cluster is also labeled. The analysis suggests that this protein has
been misannotated and instead should be annotated as a fuconate dehydratase.
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1. INTRODUCTION
Dynamics perturbation analysis (DPA) (1-3) finds regions in a protein structure where proteins are
“ticklish,” i.e., where interactions cause a large change in protein dynamics. Such regions were shown to
predict the locations of native binding sites in a docking test set (3), but the more general applicability of
DPA to prediction of functional sites in proteins was not shown. Here we describe the results of applying
an accelerated algorithm, called Fast DPA (4), to predict functional sites in over 50,000 SCOP domains.
2. METHODS
Fast DPA was performed as described in (4) on crystallographically determined protein structures
consisting of a single chain or subset of a chain in SCOP (5) version 1.65. To validate DPA-predicted
functional sites, we looked at two different types of annotations: a) catalytic residues in the Catalytic Site
Atlas (CSA) (6); and b) protein residues close to a small molecule in the PDB. Sequence conservation of
predicted sites (7) was used to filter false positives, and multiple sequence alignments (MSAs) (8) were
used to assess the significance of predictions. Selected cases were the subject of deeper investigation in the
literature.
3. RESULTS AND DISCUSSION
Table 1. Summary of the matches of DPA predictions to annotated sites in SCOP domains.

Total Sites
Match Found
Binding Site
Catalytic Site
Both
No Match Found

All
63,787
28,899
17,995
3,751
7,153
34,888

No Info
3,321
1,342
969
145
228
1,979

Sequence Conservation
Low
Medium
50,555
4,905
18,773
4,196
13,997
1,774
1,875
907
2,901
1,515
31,782
709

High
5,006
4,588
1,255
824
2,509
418

Fast DPA predicted 63,787 functional sites on 49,245 SCOP domains; yielding O(1) predictions per
domain, which is commensurate with the number of functional sites that we naively expect proteins to
have. In these domains, CSA identified 49,834 catalytic residues, of which DPA correctly predicted 22,296
(44.6%). In addition, we inferred 86,305 binding sites based on the PDB. DPA predicted at least one
binding residue in 38,853 of these sites (42.7%). In 43.3% of these matching sites, at least 50% of the
binding residues were predicted, while in 69.6% of the sites, at least 25% were predicted. Table 1
summarizes the matches of DPA predictions to annotated sites in SCOP domains, organized according to
degree of sequence conservation. Because these annotations incompletely characterize information about
protein functional sites, we expect the match statistics to represent a lower limit on future performance.
Based on the table, we estimate that at least 45.3% of DPA sites will match a binding site or a catalytic
residue. We also estimate that at least 91.6% of highly-conserved DPA sites, and at least 88.6% of
medium- or highly-conserved sites will match a binding site or catalytic residue. Further, we observe that
sequence conservation provides greater enrichment for detection of catalytic sites than binding sites: 9.4%

of low-conservation sites overlap a catalytic site, compared to 68.2% of high-conservation sites; however,
33.4% of low-conservation sites overlap a binding site, compared to 75% of high-conservation sites. The
results therefore recapitulate much of the known information about functional sites in SCOP domains, and
validate the general use of DPA to predict functional sites in proteins.
We also used MSAs to assess the variation in DPA predictions for similar protein structures. An example is
illustrated in Fig. 1 for SCOP family C.2.1.5, where DPA residues are highlighted in black. The first three
sequences are equivalent chains from PDB entry 1LDN, and the last two are equivalent chains from 1GV1.
These cases illustrate that DPA results are insensitive to crystal packing differences. Predictions are
similarly robust across sequences from different proteins, enabling annotation transfer. Although there is no
functional site annotation for PDB entry 1GV1, a similar site in 1LDN and 1THR has an NAD bound. The
annotated domains are lactate dehydrogenases while the unannotated domains are malate dehydrogenases,
which also use NAD as a coenzyme. We therefore predict that the DPA site in 1GV1 is an NAD functional
site. We saw similar alignments in 44 of 50 families that we have examined in this way, potentially
enabling transitive annotations for 157 predicted sites. MSAs can therefore be used in combination with
DPA to predict and annotate functional sites in proteins.
Figure 1. Alignment of DPA sites with high sequence conservation from the SCOP family C.2.1.5.
The display was generated using Jalview (9).
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1. INTRODUCTION
A monotonicity-constrained maximum likelihood approach, called Partial Order Optimal Likelihood
(POOL), is developed and applied to the problem of functional site prediction in protein 3D structures. This
work is particularly important and timely for the annotation of structural genomics proteins, nearly all of
which are of unknown or uncertain function. The input consists of properties derived from the 3D structure
of the query protein alone and includes THEMATICS electrostatics data and geometric information about
surface clefts. Past work has shown that clusters of residues with anomalous theoretical titration behavior
are reliable predictors of the location of catalytic and recognition sites (1-3). Here these ideas are combined
with multidimensional isotonic regression to form maximum likelihood estimates of probabilities that
specific residues belong to an active site. This allows likelihood ranking of all ionizable residues in a given
protein based on THEMATICS features. The corresponding ROC curves demonstrate that this method
outperforms prior THEMATICS based methods, which in turn have been shown previously to outperform
other 3D-structure based methods for identifying individual active site residues (3). Then it is shown that
the addition of one simple geometric property, the size rank of the cleft in which a given residue is
contained, yields improved performance. Extension of the method to include predictions of non-ionizable
residues is achieved through the introduction of environment variables. This extension gives an overall
ranking method that constitutes to date the best functional site predictor based on 3D structure only. We
also show how sequence conservation information, when available, can be added on to the 3D-structure
based predictions to achieve small but still further improvement in the already good performance. It is
further shown that our combined, all-residue method outperforms the best current methods based on 3D
structures or on sequence alignments and 3D structures.
2. METHOD
THEMATICS, for Theoretical Microscopic Titration Curves, is a computational method for the prediction
of catalytic and binding sites in proteins from their 3D structure (1-3). This method is based on the
computed theoretical titration curves of the ionizable residues, which are in turn obtained from the
computed electrical potential function for the protein structure. We have argued previously that anomalous
protonation behavior affords advantage in catalysis and reversible recognition (1-3) and thus proteins are
engineered by nature so that residues directly involved in chemical function have these special properties.
The monotonicity-constrained maximum-likelihood approach described here is built on two assumptions:
1. Given two ionizable residues in a single protein, the one having the more perturbed titration curve
is more likely to be an active-site residue, all other things being equal.
2. Given any two residues in a single protein, the one having a greater degree of overall titration curve
perturbation among the ionizable residues in its immediate spatial vicinity is more likely to be an
active-site residue, all other things being equal.
For present purposes the degree of perturbation from the normal curve shape is measured using the
moments μ3 and μ4 introduced by Ko (2). Each ionizable residue is represented by a four-dimensional
vector consisting of two features that measure the degree of perturbation of its computed titration curve and
two environment variables, features that measure the degree of perturbation for the ionizable residues in its
immediate vicinity. Note that the two environment variables are well-defined even for the non-ionizable
residues. Given two ionizable residues in the same protein, let their corresponding 4-dimensional feature
vectors be x = (x1, x2, x3, x4) and y = (y1,y2, y3, y4). We can then define a coordinate-wise partial order on
the 4-dimensional feature space by x ≤ y iff xi ≤ yi for all i, and the assumptions then take the simple form
x ≤ y implies P(active|x) ≤ P(active|y); the probability that x is in an active site is less than that for y.

A total of 160 proteins with annotated active site residues from the Catalytic Site Atlas (CSA) (4) constitute
the labeled data set for training purposes. Note that the CSA annotations of active residues are not
complete, so for this and all other site prediction methods, computed false positive rates are upper bounds.
~
~
We then solve for a maximum likelihood estimator for P(1| x ) as a function of x in [0,1]4 based on this
~
x ≤ ~y in the coordinatetraining data set and satisfying the constraint that P(1| x ) ≤ P(1| ~
y ) whenever ~
wise partial order described above. Cross-validation is performed on the labeled set. Non-ionizable residues
~
are predicted separately using 2D feature vectors x in [0,1]2. The resulting probabilities computed for
ionizable residues and non-ionizable residues are then merged into a single list, in which all residues are
rank-ordered according to the predicted probability of being in an active site.
3. RESULTS
First, ROC curves show that the POOL method with THEMATICS input features alone outperforms
previous statistics-based THEMATICS analyses (3). Then, an additional monotonicity assumption is
introduced: The larger the cleft in which a residue is located, the more likely the residue is an active site
residue. When cleft size rank is combined with THEMATICS input features, performance improves further
and is currently the best-performing 3D-structure-based site predictor. For the most recent other 3Dstructure-based method (5), the performance was reported in the following fashion: their method achieves
at least a 50% recall of annotated active residues with 20% or less false positive rate for 85% of the
proteins analyzed. POOL achieves these same threshold values for 96% of all proteins.
While sequence conservation information is not always available for structural genomics proteins and other
proteins of unknown or unclear function, it can be incorporated into the POOL method when available. An
additional monotonicity assumption is then made: The higher the conservation score for a residue, the more
likely it is in the active site. Three lists of probabilities are obtained based on: 1) THEMATICS features
(two or four D); 2) cleft size rank (one D); and 3) conservation score (one D). The overall probability that a
residue is in an active site is obtained from these three probabilities using a naïve Bayes conditional
independence assumption. ROC curves and the Wilcoxon test demonstrate that the addition of the
conservation scores yields some improvement in performance. This method is compared against the bestperforming other methods based on sequence conservation and 3D structure. Reference (6) reports 51.1%
recall with 17.1% precision in the prediction of annotated catalytic residues. POOL even with 3D structure
features only does a little better, achieving 61.7% recall and 18.1% precision; when conservation scores are
added, these numbers improve to 64.7% recall and 19.1% precision. Reference (7) reports higher recall but
with a corresponding high false positive rate. For comparison purposes it is better to use the Matthews
Correlation Coefficient (MCC), a measure of overall performance. The reported MCC for reference (7) is
0.23; POOL achieves an MCC of 0.31 on a very similar test set. In summation, POOL makes accurate,
precise, highly localized, predictions of interaction sites in proteins. Predictions for structural genomics
proteins are shown.
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On the nature of protein fold space: extracting functional information
from apparently remote structural neighbors
Donald Petrey, Markus Fischer and Barry Honig
Howard Hughes Medical Institute, Department of Biochemistry and Molecular
Biophysics, Center for Computational Biology and Bioinformatics, Columbia University,
1130 St. Nicholas Avenue, Room 815, New York, NY 10032

ABSTRACT
It has become increasingly apparent that geometric relationships often exist between
regions of two proteins that have quite different global topologies. In this report, we
examine whether such relationships can be used to infer a functional and evolutionary
connection between the two proteins in question. Our results indicate that there are often
unexpected functional similarities between proteins that would normally be considered to
be structurally dissimilar. This suggests that, in analogy to protein sequence motifs,
locally similar geometric regions can be used to infer functional relationships. The
development of methods that can detect common structural motifs should significantly
enhance our ability to extract information from structural and functional databases.

Assessing functional novelty of PSI structures via structure
function analysis of large and diverse superfamilies
Benoît H Dessailly*, Oliver C Redfern, Christine A Orengo
Dept. of Biochemistry, University College London, Gower Street, London WC1E 6BT, UK
*To whom correspondence should be addressed: benoit@biochem.ucl.ac.uk

1. INTRODUCTION
The structural genomics initiatives have had as one of their aims to improve our understanding of
protein function by providing representative structures for many structurally uncharacterised protein
families. As suggested by the recent assessment of the Protein Structure Initiative (Structural
Genomics Initiative, funded by the NIH), doubts have arisen as to whether Structural Genomics as
initially planned were really beneficial to our understanding of biological issues, and in particular of
protein function.
A few protein domain superfamilies have been shown to account for unexpectedly large numbers of
proteins encoded in fully sequenced genomes [1]. These large superfamilies are generally very
diverse, spanning a wide range of functions, both in terms of molecular activities and biological
processes. Some of these superfamilies, such as the Rossmannfold Ploop nucleotide hydrolases or
the TIMbarrel glycosidases, have been the subject of extensive structural studies which in turn
have shed light on how evolution of the sequence and structure properties produce functional
diversity amongst homologues [2]. Recently, the StructureFunction Linkage Database (SFLD) has
been setup with the aim of helping the study of structurefunction correlations in such superfamilies
[3]. Since the evolutionary success of these large superfamilies suggests biological importance,
several Structural Genomics Centers have focused on providing full structural coverage for
representatives of all sequence families in these superfamilies.
In this work we evaluate structure/function diversity in a set of these large superfamilies and
attempt to assess the quality and quantity of biological information gained from Structural
Genomics.
2. RESULTS
The CATH database [4] was filtered to select superfamilies with (a) more than 20 sequencediverse
relatives (sequence identity lower than 35%), (b) at least 3 different EC numbers (down to the 3rd
level), and (c) structures solved as part of the Protein Structure Initiative and in particular the
Midwest Center for Structural Genomics (MCSG) with which we collaborate directly. We then
manually checked the set of superfamilies thus selected, to further restrict our analysis to 3
superfamilies with a wide range of molecular functions: the HUPdomain superfamily (CATH
3.40.50.620) that was chosen because it is very ancient and presents a particularly striking diversity
of entirely unrelated functions; the HAD superfamily (CATH 3.40.50.1000) that was chosen as one
of the superfamilies considered in the abovementioned SFLD; and the PBPlike superfamily
(CATH 3.40.190.10) that we selected to study function diversity in a superfamily that includes
many nonenzymatic functions.

We first define functional subgroups of proteins in each superfamily (i.e. proteins that share a
common molecular function different from that of their other homologues) by applying a protocol
that combines manual curation of the relevant literature, annotations from diverse databases (GO,
EC, KEGG, FUNCAT, SFLD), and structural information (i.e. multiple domain architectures, active
sites, ligands, secondary structure motifs, global structure comparisons). Using all these data, we
illustrate the considerable functional diversity of the superfamilies under study, and show that the
different functional subgroups also tend to differ significantly from one another in terms of their
3D structure.
Next, PSI (MCSG) structures in each superfamily are systematically compared with members from
each functional subgroups so as to determine whether these structures represent functions without
previously existing structural representatives or not. In total, 47 (8) PSI (MCSG) structures were
considered for these 3 superfamilies. Cases where PSI (MCSG) structures shed light on apparently
'novel' functions are discussed and functional predictions for these proteins are suggested on the
basis of comparisons with other functionally characterised members of the superfamily.
3. CONCLUSION
Preliminary steps of an automated protocol to group homologous proteins in functional subgroups
are presented. This protocol is applied to three large and diverse wellcharacterised superfamilies,
and the correlated evolution of function and structure therein is analysed. Finally, the extent to
which Structural Genomics iniatitives, in particular those from the MCSG center (PSI), have helped
understanding functional diversity and evolution in large superfamilies is discussed.
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INTRODUCTION
Identification of protein-ligand interaction networks on a proteome scale is crucial to address a wide range
of biological problems such as correlating molecular functions to physiological processes and designing
safe and efficient therapeutics. We have developed a novel computational strategy to identify ligand
binding profiles of proteins across gene families and applied it to predicting protein functions, elucidating
molecular mechanisms of drug adverse effects, and repositioning safe pharmaceuticals to treat different
diseases.
METHODS
Our cross-gene-family approach proceeds as follows:
1) The ligand binding site is extracted or predicated from a 3D experimental structure or homology model
of proteins and characterized by a geometric potential (1).
2) Off-target proteins with similar ligand binding sites are identified across genomes using Sequence Order
Independent Profile-Profile Alignment (SOIPPA) (2).
3) A set of decoy molecules of the primary and the off-target ligands are identified by small molecule
similarity search.
4) The binding affinities to the primary protein binding site and the off-target binding sites are calculated
using protein-ligand docking for the interesting ligands.
5) The matrix of the binding affinities from the step 4 is subject to further analysis by machine learning
and statistical techniques.
RESULTS
The above strategy has been successfully applied to reveal the molecular mechanism for the adverse drug
effects of selective estrogen receptor modulators (SERMs) from experimental structures (3). Moreover, we
have discovered that the marketed pharmaceuticals Entacapone (ENT) and Tolcapone (TOL) used for
treating Parkinson’s disease can potentially be repositioned to treat multi drug and extensively drug
resistance tuberculosis (TB). The predication is based on the established evolutionary relationship between
human SAM methyltransferases (including COMT) and M. tuberculosis enoyl-ACP reductase (InhA), both
Rossmann fold proteins and the latter a major target of TB drugs (2). The inhibition by ENT and TOL of
M. tuberculosis growth has been validated by microplate assay (Figure 1). Appling our approach on a
proteome scale we extended the methodology to include homology models as target receptors and
identified a panel of off-target proteins that may cause the deadly side-effects of the antihypercholesterolemia drug, torcetrapib (4) (Table 1). Torcetrapib was withdrawn from stage III clinical
trials and was a major setback for Pfizer. The putative receptors either bind to lipid molecules similar to the
cognate ligand of cholesterylester transfer protein that is the primary target of torcetrapib or participate in
the complex biological network associated with stress regulation. Direct or indirect inhibition of the stress
regulation network may result in hypertension which is the major side effect of torcetrapib.
CONCLUSION
In all of above cases, most of the identified off-targets belong to different protein superfamilies from the
primary target. It indicates that complex protein-ligand interaction networks play key roles in physiological
and pathological processes. Thus, a computational chemical genomics approach that systematically uses
small molecules to probe biological systems will provide us with valuable clues as to the molecular basis of
cellular functions and at the same time shift the conventional one-target-one-drug drug discovery process to
a new multi-target-multi-drug paradigm.

FIGURES
Figure 1. Inhibition rate of M. tuberculosis by
Entacapone (ENT) from microplate assay.
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The drugs ENT and TOL’s primary target catechol-Omethyltransferase (COMT) belongs to a large
superfamily of SAM methyltransferases. The drugs are
used as adjuncts to treat Parkinson’s disease by
increasing the bioavailability of the primary drug
levodopa. ENT and TOL may inhibit the
M.tuberculosis InhA protein directly – a different
mechanism from the first- and second-line drugs that
result in MDR and XDR strains. ENT and TOL have
excellent safety profiles with few side effects.

TABLES
Table 1. A list of proteins that may be inhibited by the withdrawn drug torcetrapib and potentially
result in the unwanted adverse side effect of hypertension.
Protein

Model Organism

Activitor of HSP90

Homo sapiens

Bactericidal/permeability increasing protein

Homo sapiens

Dihydrolipoamide acetyltransferase

Bacillus stearothermophilus

Phenylcoumaran benzylic ether reductase PT1

Pinus taeda

Myosin heavy chain

Loligo pealeii

Heterochromatin associated protein MENT

Gallus gallus

Lipoprotein LPPX

Mycobacterium tuberculosis

Fatty acid binding protein

Homo sapiens

Adenylate kinase 4

Homo sapiens

KES1 sterol binding protein

Saccharomyces cerevisiae

Dihydroxyacetone Kinase

Citrobacter freundii
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1. INTRODUCTION
There is an increasing number of proteins with known structure but unknown function. Determining their
function would have a significant impact on understanding diseases and designing new therapeutics.
Computational methods can facilitate function determination by identifying proteins that have high
structural and chemical similarity. Below, we will briefly describe LabelHash, a new method for partial
structure comparison. In partial structure comparison, the goal is to find the best geometric and chemical
similarity between a set of 3D points called a motif and a subset of a set of 3D points called the target. Both
the motif and targets are represented as sets of labeled 3D points. A motif is ideally composed of the
functionally most-relevant residues in a binding site. The labels denote the type of residue. Motif points can
have multiple labels to denote that substitutions are allowed. Any subset of the target that has labels that are
compatible with the motif’s labels is called a match. The aim is to find statistically significant matches to a
structural motif. Our method preprocesses a background database of targets such as a non-redundant subset
of the Protein Data Bank in such a way that we can look up in constant time partial matches to a motif.
Using a variant of the previously described match augmentation algorithm (1), we obtain complete matches
to our motif. The nonparametric statistical model developed by (2,3) corrects for any bias introduced by our
algorithm. This bias is introduced by excluding matches that do not satisfy certain geometric constraints for
efficiency reasons.
In the implementation design of our method we focused on flexibility, extensibility, and ease of use. We
wanted motifs to be as general as possible to allow for future extensions and to facilitate motif design
through a variety of methods. The input should be easy to generate from “raw data” such as PDB files, and
the output should be easy to post-process and visualize. Although the ideal of functional annotation is full
automation, an exploratory process of iterative and near-interactive motif design and refinement will be
extremely valuable. Our simple-to-use and extensible LabelHash algorithm can be a critical component of
this process. It is possible to optionally include partial matches or multiple matches per target (although in
these cases it is not yet possible to assign a statistical significance to matches). Currently, our motifs are
based on C-alpha positions, labeled with residue labels, but an option to use pseudocenters instead is in
development. Users can run the LabelHash algorithm on our server and visualize the results in Chimera, a
molecular modeling program.
2. THE LABELHASH ALGORITHM AND IMPLEMENTATION
The LabelHash algorithm consists of two stages: a preprocessing stage and a matching stage. During the
preprocessing stage we build up hash tables for n-tuples of residues that occur in a set of targets. These ntuples are hashed based on residue labels. For each a given n-tuple of residues we can instantly find all
occurrences in the targets. The n-tuples are subject to mild geometric constraints that guarantee spatial
coherence and proximity to the molecular surface. The preprocessing stage needs to be executed only once
for a given set of targets. The matching stage is a variant of the match augmentation algorithm described in
(1). One important difference is that in LabelHash we no longer need an importance ranking of motif
residues.
We have developed a plugin for Chimera (a molecular modeling program) called ViewMatch. Figure 1
shows the user interface. In the main window a selected match is shown superimposed with the motif. In
the controller window, we see all matches in the top half with their LRMSD to the motif, p-value and other
attributes. By specifying constraints on the match attributes, the user can restrict the matches that are

Figure 1. The ViewMatch plugin for Chimera allows for easy visualization and analysis of matches.
shown. The bottom half of the window shows additional information for the selected match, such as EC
classification and GO terms. By clicking the PDBsum button, the PDBsum web pages (4) are shown for the
selected matches. This gives the user an enormous amount of information about a match. We have also
created a command line tool that performs cluster analysis on a set of matches. This often reveals much
additional information about why certain motifs may be difficult to match.
3. RESULTS
The LabelHash has been tested on 20 motifs. Our set of targets consisted of a non-redundant version of the
PDB, separated into individual chains. This resulted in about 18,000 targets. At a false positive rate of
about 0.04% we achieved on average a true positive rate of 84%. Since the number of targets is so large, a
small false positive rate could still mean the absolute number of false positives is much larger than the
number of true positives, but in our experiments this was not the case. In fact, the number of false positives
was usually smaller than the number of true positives.
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1. INTRODUCTION
Epistatic or genetic interactions, representing the effects of mutations on the phenotypes caused by
other mutations, can be very helpful for uncovering functional relationships between genes. Recently, the
Epistasis Miniarray Profile (E-MAP) method has emerged as a powerful approach for identifying such
interactions systematically. As part of this approach, hierarchical clustering is used to partition genes into
groups on the basis of the similarity between their global interaction profiles. Here we present an original
biclustering algorithm, termed Local Coherence Detection (LCD) algorithm, which exploits the fact that a
group of multi-functional genes may display similarity over a fraction of their interaction profiles if they
cooperate in a common process under specific conditions but behave distinctly otherwise. LCD is designed to
identify groups of functionally related genes from E-MAP data in a manner that allows individual genes to be
assigned to more than one functional group. This enables investigation of the pleiotropic nature of gene
function, a goal that cannot be achieved with hierarchical clustering. The performance of our algorithm is
illustrated by applying it to two E-MAP datasets (1, 2) and an E-MAP-like in silico dataset (3) for the yeast
S. cerevisiae. In addition to identifying the majority of the functional modules reported in these studies, our
algorithm uncovers many recently documented and novel multi-functional relationships between genes and
gene groups.
2. MATERIALS AND METHODS
The LCD algorithm is a customized biclustering method applied here to identify genes belonging to
common functional modules. Unlike hierarchical clustering methods, which rely on correlating global
interaction profiles, the LCD method utilizes both global and local similarities in the genetic interaction
profiles and computes a fitness score gauging the extent of profile similarity among genes in a functional
module. This score is a product of two terms, a term measuring the signal/noise ratio in the module and
another term accounting for the size of the module. To efficiently identify biologically meaningful bi-clusters
with the best fitness score, LCD uses Simulated Annealing and Taboo search techniques. The statistical
significance of a bicluster is established by computing p-values based on comparisons with appropriate
random controls. In the following, we present the application of the LCD algorithm to three unrelated EMAP and E-MAP-like datasets for the yeast S. cerevisiae (1-3).
3. RESULTS
The first dataset represents genetic interactions among 890 yeast metabolic genes determined
computationally using flux balance analysis (3). Application of the LCD algorithm to this dataset produced
61 modules in total. Seventeen of these are virtually identical to the ‘monochromatically interacting’ modules
derived previously using the Prism algorithm (3), and the genes in these modules display pathway-specific
functional annotations. Moreover, our procedure clustered these pathway-specific modules into 21 higher
level modules containing genes with related functions. For instance, the ‘ATP synthase’ module (14 genes)
and the ‘Electron transport system, complex IV’ module (13 genes) are regrouped into a 27-gene module.
This is clearly consistent with the fact that electron transport is tightly coupled with ATP synthesis in the
mitochondrial inner membrane.
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In the second analysis, the LCD algorithm was applied to the experimentally derived E-MAP data
for 754 alleles of 743 S. cerevisiae genes involved in various aspects of chromosome biology (1). The LCD
algorithm identifies 298 modules in this dataset. Among them, there are 28 known protein complexes, 2
known epistatic groups, and 4 sub-complexes. In addition, 4 complexes and 1 sub-complex are also found
with a slightly lower fitness score cutoff. The fact that many known protein complexes are recapitulated as
genetic modules is a good indication that these modules are biologically meaningful. Several of these
complexes or components thereof are further grouped into 151 higher level epistatic modules. The novel
view afforded by the LCD algorithm reveals that this grouping is again combinatorial, indicating that
complexes may participate in multiple cellular processes, as in the example illustrated in Fig. 1.
The third analyzed E-MAP comprises the genetic interactions among 424 S. cerevisiae genes
involved in the early secretory and protein maturation pathways (2). The resulting network is particularly
dense as all the genes belong to intimately linked pathways. Again, the 511 epistatic modules detected in this
dataset by our algorithm are enriched in genes sharing identical functional categories and frequently recover
known complexes or linear pathways. We found that Spf1, a P-type ATPase located in the endoplasmic
reticulum membrane, is linked with genes of diverse functions in 15 2-gene clusters. Rather rewardingly,
evidence for 6 of the 15 predicted links could be retrieved from the literature a posteriori.

Figure 1. Distinct clusters reveal multiple
roles of the Lge1/Bre1 complex. Results of
our biclustering analysis confirm existing
experimental evidence implicating the
Lge1/Bre1 complex in both transcription
and the DNA damage response. The role of
the Compass complex in the latter,
suggested by our analysis, has not been
reported so far.

4. DISCUSSION
To our knowledge, this is the first attempt in analyzing quantitative genetic interaction data (as
opposed to binary data) using biclustering. One of the major advantages of our biclustering approach is that it
allows for the grouping of one gene into multiple clusters, making it particularly well suited for uncovering
the pleiotropic functions of genes (4). The second advantage of the biclustering approach is its ability to
reveal functional links between complexes or pathways. The common function of these complexes may be
known in some cases. However, in many cases, complexes that perform diverse roles are found in a cluster,
suggesting new roles for known complexes. Many such clusters lack experimental support at the present
time, and our findings hence predict many new functional links that would be worthwhile to investigate
further.
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1. INTRODUCTION
The importance of gene function information lies in understanding how specific genotype alterations may
contribute to the development of certain diseases. In an experimental setting, gene function can be inferred,
e.g., by looking at particular phenotypes, and in particular diseases derived from high-throughput methods,
such as RNA interference or gene knock-out studies [1, 2]. The systematic use of these types of data has
only recently given rise to the new field of research named ‘Comparative Phenomics’, i.e. analyzing
phenotype data for gene function annotation.
In 2005, we have introduced PhenomicDB [3, 4] – a cross-species genotype-phenotype database which is
one of the largest available collections of phenotype descriptions across species from a broad variety of
sources, including the clinical descriptions of diseases, the characterization of naturally occurring mutants,
as well as experimentally generated mutants from RNAi screens or gene knock-out experiments.
We present the results of a study where we analyzed these data in a Comparative Phenomics approach,
using text-clustering to group together similar phenotypes and analyzing the induced gene clusters, therein
creating a novel approach to cluster genes [5]. To validate the biological usefulness of the created
‘phenoclusters’ (clusters of genes with similar phenotypes), we examined the relatedness of the genes in a
cluster using several independent measures. We found that ‘phenoclusters’ are highly enriched in terms of
coherence of their functional annotation from the Gene Ontology [6]. We use this enrichment to predict
new functions for genes. Using cross-validation, we found that this method yields a precision of 76.2% for
predicting more than 150 GO-terms.
We conclude that the intrinsic nature of phenotypes to visibly reflect genetic activities underlines their
usefulness for systematic analysis on a large scale, offering many new possibilities for inferring functional
annotations for genes.
In our talk, we will present this study showing that text mining of phenotypes plays an important role in
this process and will furthermore provide insights into newly developed even more powerful methods to
make use of large-scale cross-species phenotype data for gene function prediction.
2. METHODOLOGY
We obtained textual description of phenotypes and a reference to their associated gene from the
PhenomicDB database. For text mining purposes, the descriptions had to be properly adapted and prepared
(stemming, etc.). We use the working term ‘phenodoc’ in the following to refer to this adjusted form of
phenotype description and use ‘phenocluster’ to refer to a cluster of ‘phenodocs’. We clustered the
resulting 39,610 ‘phenodocs’ associated to 15,426 genes from 7 different species into 1,000 clusters based
on the cosine distance between ‘phenodocs’ using the k-means algorithm on a vectorized representation of
the documents. We studied the resulting groups from a number of perspectives to assess whether or not the
grouping itself is biologically reasonable. Finally, we predicted gene function within each cluster and
evaluated this method using cross validation.
To estimate precision of our approach, we considered all clusters with at least three associated genes. We
assume GO-terms to be descriptive for a cluster if common to at least 50% of its members and filtered
clusters with no descriptive terms. We randomly partitioned each of the resulting clusters into a training set
of 90% of its genes and a test set of at least one gene or 10% of genes, respectively. The descriptive terms
of the training set were ‘predicted’ as new annotations to all genes in the test set of the same cluster. We

then compared these predictions to the real annotation of the test genes to judge prediction correctness. This
procedure was repeated 200 times (with different training / test sets) and averaged precision of the
suggested terms was computed. As empirical threshold (p-value smaller than 0.05), we used randomly
populated gene groups of equal size.
3. RESULTS
For making predictions from our 1,000 ‘phenoclusters’, we defined a number of filters for selecting
clusters, based on criteria such as the number of genes they contain, the number of available annotations,
and their scores for in-group annotation coherence and in-group connectedness. We calculated precision
and recall of function prediction in all clusters selected by different combinations of those filters.
The number of clusters was reduced to 856 by filtering all clusters containing less than 3 genes and reduced
once more to 295 by filtering all clusters without any descriptive GO-terms (i.e. any Biological Process
terms assigned to at least 50% of cluster members). We predicted 345 distinct GO-terms from the
Biological Process subtree at a precision of 67.9%, averaged over all selected clusters. Relaxing the criteria
for GO-term identity, now allowing for a single deviation towards the root (i.e., a predicted term is
considered correct if it exactly matches a removed term or if it matches a parent of the removed term)
resulted in an average 75.6% precision (191 unique terms for 2,686 genes in 279 groups). Allowing one
more step towards the root, we predicted 151 unique terms with 76.2% precision.
4. CONCLUSIONS
We show that a great deal of the heterogeneous nature of phenotype data can be overcome by using textmining. Within one framework, we systematically analyzed textual descriptions of clinical diseases,
naturally occurring mutants, RNAi screens, gene knock-out experiments, and many others. Using
clustering, a reasonable fraction of the associated genes can be grouped into biologically meaningful
categories. Grouping genes based on certain properties is a powerful tool that has often been applied for
function prediction before, using criteria such as participation in the same pathway [7, 8], participation in
PPi cliques [9], or mentioning in the same Medline abstracts [10] – but not on phenotypes. We believe (and
have shown) that this is an important new approach, as phenotypes, e.g. in contrast to interaction data, yield
more information on the high diversity of biological meaning that is innate to any gene. It is, in fact, the
intrinsic nature of phenotypes to visibly reflect genetic activity. Thus, phenotype data has the potential to
be more useful for functional studies than most other types of data.
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Transcriptional complexity in the human genome
Roderic Guigo
ABSTRACT
Transcribed regions have been long been regarded as a distinguishing characteristic of
functional portions of the human genome. As part of the Encyclopedia of DNA Elements
(ENCODE) project, the sites of transcription in the non-repeat sequences across a
representative 1% of the human genome has been determined in a large number of
different cell line/tissue samples using of high throughput transcription interrogation
technique. In addition, a detailed annotation of the protein coding content of the
ENCODE regions has been obtained through a combination of computational,
experimental and manual methods. Overall, at least 90% of the ENCODE regions appear
to transcribed as primary nuclear transcripts, and about 15% are present as mature
processed polyadenylated transcripts. Interestingly up to 30% of these sites of
transcription have not been previously identified.
In addition, using a combination of 5'Rapid Amplification of cDNA Ends (RACEs) and
high-density resolution tiling arrays, we have systematically explored the transcriptional
diversity of protein coding loci. RACE allows detection of low copy number
transcripts/isoforms and a high-resolution analysis of genes individually, while pooling
strategies and array hybridization permit to reach high-throughput readout. We identified
previously unannotated and often tissue/cell line specific transcribed fragments
(RACEfrags), both 5' distal to the annotated 5' terminus and internal to the annotated
gene bounds for the vast majority (81.5%) of the tested genes. Half of the distal
RACEfrags span large segments of genomic sequences away from the main portion of
the coding transcript and often overlap with the upstream-annotated gene. 5' most novel
detected exons are significantly associated to independently derived evidence of
transcription initiation. Notably, more than 50% of the novel transcripts resulting from
inclusion of novel exons have changes in their open reading frames. A significant fraction
of distal RACEfrags show expression levels comparable to those of known exons of the
same locus, suggesting that they are not part of very minority splice forms. These results
might revise our current understanding of the architecture of protein-coding genes. They
have significant implications for our views on locations of regulatory regions in the
genome and for the interpretation of sequence polymorphisms mapping to regions
hitherto considered to be "non-coding" ultimately relating to the identification of diseaserelated sequence alterations.
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Investigating the biological role(s) of the functional orphan protein
repertoire of Escherichia coli: Integrating experimental data with
genomic inference to make testable predictions
Andrew Emili
ABSTRACT
Escherichia coli has been extensively investigated as a leading model bacterium, yet over
one-third of the 4,130 putative protein-coding genes of the K-12 reference strain
MG1655 – many of which are broadly conserved – remain functionally unannotated. To
deduce the biological roles of these functional 'orphans', we performed an extensive
experimental survey of physical protein–protein interactions in E. coli and integrated
these data with systematic genome context inferences to derive a probabilistic network of
putative functional interactions encompassing most of the gene products. We then
computationally assigned more than half of the orphans to a discrete functional
'neighborhood'. The reliability of these predictions was verified independently by direct
phenotypic assessment. Collectively, our results offer a 'systems-wide' perspective into
the global molecular and functional organization of a microbe that helps clarify the
significance of an enigmatic subset of bacterial genes.
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Genome sequencing has produced a deluge of sequences that vastly exceeds our capacity to characterize
their encoded proteins experimentally. Molecular function prediction methods have effectively bridged this
gap, providing annotations for the majority of sequences. But how accurate are these predictions? The
very success of the computational methods, and the degree to which their output dwarfs experimental
characterizations, makes this question challenging to answer. One wants to know how many accurate
predictions can be made on a large scale, but in essence there are insufficient data to perform this
evaluation rigorously. Therefore, alternative assessments were employed.
For several years after the first genomes were sequenced, function prediction methods were assessed
largely on how many proteins they could annotate. This directly measured one important characteristic,
and methods grew capable of predicting functions of every more proteins. However, with no
corresponding significant selection pressure on prediction accuracy, this aspect withered. Comparing
different groups’ annotations of the same proteins revealed many conflicts, which implied alarmingly high
error rates. This discovery ushered in a new series of assessment protocols, whose key criterion was
consistency between methods to be evaluated. (This approach is also implicitly used when comparing
predictions against database annotations, as those entries are also overwhelmingly derived from a previous
prediction.) However, there is no guarantee that a consensus of approaches will yield the correct answer.
Indeed, no novel prediction method would ever rate better using this assessment than a simple vote of
existing prediction tools. Moreover, many existing methods are highly correlated, and so the particular
selection of repertoire of methods to compare against will bias the apparent performance of the novel
method to be evaluated.
There are no simple solutions to these problems. However, in an effort to overcome these limitations of
present assessment protocols, we have taken a two-pronged approach. First, we are curating gold-standard
protein families. Second, we are making assessments using reported experimental annotations on a large set
of families.
We selected four initial gold-standard protein families for assessing molecular function prediction. In these
families, we have surveyed the literature for previous experimental characterizations and in some cases
added our own experimental results. These families deliberately span a reasonable diversity of size,
function, and evolutionary characteristics. We have employed three assessment approaches on these
families. The most satisfying approach is experimental testing of computational predictions; however, this
is necessarily only possible on a limited scale. One purely computational protocol involves providing the
prediction method with information about experimentally characterized proteins in GOA and then
predicting the functions of experimentally-characterized proteins not reported in GOA. This models the
actual prediction challenge; however, because it is only a single test it is prone to noise and investigator
bias. Therefore, we have more generally applied cross-validation, usually just omitting a single function at
a time. However, the distribution of molecular functions on the evolutionary tree, especially due to
investigator bias, may sometimes lead to anomalously good results. We have partially addressed this by
leaving out multiple proteins in some cross-validations, and examining the effect of leaving out one or
more proteins at a time.
The first family that we studied is the Pfam adenosine/AMP deaminase family (PF00962). A family of
moderate size and limited functional diversity, it contains 251 proteins in Pfam 18.0. Proteins in this
family are responsible for removing an amine group from the purine base of three possible substrates:
adenine, adenosine, and AMP; a fourth possible molecular function in this family is growth factor activity.
The GOA database contained experimental GO annotations for 13 proteins, and our literature search
revealed experimental annotations for an additional 20 proteins, including our experimental
characterization of an adenosine deaminase protein in Plasmodium falciparum, resulting in 33 proteins with
experimental annotations. It appears that the distribution of molecular functions can be explained
parsimoniously on an evolutionary tree, making it well-behaved for methods that use evolutionary
approaches to infer protein function. Combined with its limited size and diversity, it presents a best-case
scenario for many function prediction methods.

The second family studied is the sulfotransferases (PF00685) from Pfam release 20.0, which is of moderate
size and functional diversity. There are 539 members of this family, 48 of which have experimentally
characterized molecular functions recorded in the GOA database. Ten different molecular functions are
reported in GO. Two general functions are reported, “nucleotide binding” and “sulfotransferase activity.”
The remaining eight functions are sulfotransferases acting on the specific compound involved in the
enzymatic reaction. The functions of proteins in this family are parsimoniously distributed on the tree, yet
this family also presents annotation challenges. For example, what should one do with the 18 proteins
labeled only “sulfotransferase activity,” which provides little insight? Furthermore, there only three major
functional clades: the aryl sulfotransferases, the heparin-glucosamine 3-O-sulfotransferases, and the Nacelylglocosamine 6-O-sulfotransferases. The remaining five specific sulfotransferase functions appear
only once in the family, and thus necessarily have incorrect annotations in leave-one-out cross-validation.
The third family under investigation is the large and diverse Nudix hydrolase family (PF00293), which
challenges even the very best function prediction methods. This family contains 3703 member proteins in
Pfam release 20. GOA reports 37 proteins with experimentally-derived annotations in this family. Our
own manual literature search found 97 proteins with experimentally characterized function, many of which
revealed apparent mistakes in the GOA database. We also found the set of GO terms for this family to be
incomplete, so we augmented the ontology with 98 additional molecular function terms, and rearranged the
hierarchy slightly for biochemical accuracy to address errors and inconsistencies. We found 66 candidate
functions for the 97 experimentally characterized proteins; therefore choosing a candidate function at
random would yield on average about 1.5% accuracy for the single function proteins. Many of these
functions appeared only once on the tree. Because of its deep structure, it is also possible to divide the
Nudix family into 15 more general functions (which encompass all of the more detailed functions). The
functions in the Nudix family do not distribute perfectly parsimoniously on the tree, but do segregate
relatively neatly. We do not know whether the non-parsimonious distribution reflects homoplasy
(convergent evolution of function within the family) or whether the tree, which generally has poor
bootstrap support, is simply incorrect. To help to address this problem, we are presently constructing a
detailed structural alignment of the more than 30 structures of proteins in this family and are using that to
template a more accurate sequence alignment to be used in phylogenetic reconstruction. We are also
undertaking experimental studies to characterize more proteins in this family.
Our fourth test family is a subset of the pyridoxal 5’-phosphate- (PLP-) dependent aminotransferase
superfamily, responsible for converting an amino acid to its corresponding alpha-keto acid. This family has
two functional specificities, aspartate aminotransferases (AATases) and tyrosine aminotransferases
(TATases). Substrate specificity is defined as a preference for a particular substrate, meaning that the
relative activity of a protein on one substrate is greater than that of that protein on another substrate,
although in vivo it may actually act on both (or neither) of the substrates. In this particular family, the ratio
of activities for the two substrates was, overall, much closer to one than many enzyme families (i.e., the
actual substrate preference in vivo was, in a few cases, not obvious). Furthermore, this family exhibits
numerous instances of homoplasy, meaning that the preference for substrate mutates independently at more
than one branch in the phylogeny for this family. Because the substrate preference may be changed so
readily, evolutionary history is a surprisingly poor guide to predicting function; instead, methods based
explicitly on active site characteristics may be more successful in predicting functions in this family.
Along with other resources, such as the structure-function database, our gold standard families provide a
valuable tool for assessing prediction accuracy. However, these families do not span the full wealth of
protein activities and characteristics. For example, all of our selected families are of enzymes. Moreover,
any limited set of assessment data is prone to developing methods honed effective on them only.
Therefore, we have also attempted to assess our methods on large subsets of Pfam families which have
adequate experimental information recorded in GOA. While this provides a valuable additional
perspective, it also introduces biases towards very large families and those that the GOA curators select for
programmatic reasons.
The presentation will summarize these assessment protocols and discuss prospects for superior approaches.
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Predicting biological functions at different spatial scales
Peer Bork, EMBL
ABSTRACT
Biological systems vary greatly in scale: from individual proteins via cells to entire
ecosystems. Yet, similar concepts in predicting functional aspects of biological systems
can be applied to different scales. We use mainly comparative and integrative analyses
for predicting biological function. I present several results at different scales focusing
protein interaction networks, the integration of chemical information therein as well as on
environmental genomics to untangle microbial community function.
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1. INTRODUCTION
We present here the Extended Similarity Group (ESG) method, which annotates query sequences with
Gene Ontology (GO) terms by assigning probability to each annotation computed based on iterative PSIBLAST searches. Conventionally sequence homology based function annotation methods, such as BLAST,
retrieve function information from top hits with a significant score (E-values). In contrast, the PFP1 method,
which we have presented previously, goes one step ahead in utilizing a PSI-BLAST result by considering
very weak hits even an E-value of up to 100 and also by incorporating the functional association between
GO terms (FAM matrix1) computed using term co-occurrence frequencies in the UniProt database. PFP is
very successful which is evidenced by the top rank in the function prediction category in CASP7
competition2. Our new approach, ESG method, further improves the accuracy of PFP by essentially
employing PFP in an iterative fashion. An advantage of ESG is that it is built in a rigorous statistical
framework: Unlike PFP1 method that assigns a weighted score to each GO term, ESG assigns a probability
based on weights computed using the E-value of each hit sequence on the path between the original query
sequence and the current hit sequence.
2. METHOD
ESG performs iterative PSI-BLAST searches beginning from query sequence Q whose annotations are to
be predicted using the probability score assigned to different GO terms. S1, S2, S3…SN be the PSI-BLAST
hits for Q each with E-values E1, E2, E3… EN, respectively. At each PSI-BLAST search we consider fixed
number (hit_count) of sequences that satisfy the E-value cutoff. Each sequence thus obtained has a weight
associated with it which is given by Equation (1). Further, beginning from each sequence hit Si obtained at
level one, we perform an iterative PSI-BLAST search to get sequence hits at the second level referred as Sij.
The weight Wi computed for sequence Si is distributed between Si and all its children using a step weight
parameter v as shown in Equation (3). We compute the weights for each of the second level sequences
similar to the first level and multiply it by (1- step weight factor) to get the net score for each of the second
level sequence Sij. Using this weighting scheme we can associate the score with each sequence obtained
during iterative PSI_BLAST search as shown in Figure 1 and transfer the score to each GO term which
annotates that sequence. Thus we can compute the net probability of sequence Q getting annotation fa as
shown in Equation (2) by summing the weighted scores for each sequence that has fa in its annotation list.
The same concept can be easily scaled to work with multiple levels and to take different number of top PSIBLAST searches at each level.
N
− ln ( E i )
Wi = N
(1 )
PQ ( f a ) =
W i • PSi ( f a ) ( 2 )
i =1
∑ − ln ( E j )

∑

j =1

ni

PSi ( fa ) = v • Isi ( fa ) + (1 − v) • ∑ Wij • ISij ( fa ) (3)
j =1

In Equation (1), Wi is weight for sequence Si, Ei is E-value for sequence Si, N is number of sequence hits
for Q that are considered based on hit_count and E-value cutoff. In Equation (2), PQ(fa) is the probability
that sequence Q is annotated by GO term fa, N is number of sequence hits for Q that are considered based
on hit_count and E-value cutoff, and PSi(fa) is the probability that sequence Si is annotated by GO term fa.
In equation (3), v is the step weight parameter, Wij is the weight computed for sequence Sij which is second
level PSI-BLAST hit from sequence Si, Isi(fa) is a binary function which is one if sequence Si has
annotation fa in database, ni is number of sequence hits for Si that are considered from second level PSIBLAST search based on hit_count and E-value cutoff, ISij(fa) is a binary function as described before.

3. RESULTS AND FUTURE WORK
We have predicted annotations for a small subset of proteins by using the ESG method with a probability
threshold of 0.4 for selecting the annotations. The predictions were compared with actual annotations of the
proteins in the database using the semantic similarity funsim3 score. This score ranges between 0 and 1.0
with 1.0 being the perfect prediction for actual annotations of a query protein. We have compared funsim
scores obtained using top 5 predictions done by PFP and top PSI-BLAST hits in each of the three basic GO
categories and those by ESG. Figure 2 shows that PFP and top PSI-BLAST give on an average 0.6 and 0.45
funsim similarity scores respectively as compared to ESG that gives an average funsim score of 0.8,
indicating superior performance of ESG.
We plan to use the GO tree structure to add parental scoring scheme taking into account the is_a relations
between GO terms and parents as well as incorporate knowledge about correlation between occurrences of
annotation terms as captured by FAM matrix. These components when added to the probability scoring
scheme are expected to boost the prediction accuracy by further improving the similarity between
predictions and the actual annotations of query sequences.
4. FIGURES
Figure 1: Iterative blast hits and ESG probability score assignment.
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Figure 2: Benchmark results of ESG, PFP and top PSI-BLAST predictions.
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1. INTRODUCTION
The explosive growth in the number of sequenced genomes has created a flood of protein sequences with unknown
structure and function. A routine protocol for functional inference on an input query sequence is based on a database
search for homologues. Searching a query against a non-redundant database using BLAST (or more advanced methods,
e.g. PSI-BLAST) suffers from several drawbacks: (i) a local alignment often dominates the results; (ii) the reported
statistical score (i.e. E-value) is often misleading; (iii) incorrect annotations may be falsely propagated.
Several systematic methods are commonly used to assign sequences with functions on a genomic scale. In Pfam (1) and
resources alike, statistical profiles (HMMs) are built from semi-manual multiple alignments of seed homologous
sequences. The profiles are then used to scan genomic sequences for additional family members. The drawbacks of this
scheme are: (i) only families with a predetermined seed are considered; (ii) the query must have a detectable sequence
similarity to seed sequences; (iii) attention to internal relationships among the family members or the relations to other
families is lacking; (iv) family membership is often set by pre-determined thresholds.
An alternative to profile or model based methods for functional inference relies on a hierarchical clustering of the
protein space, as implemented in the ProtoNet approach (2). The fundamental principle is the creation of a tree that
captures evolutionary relatedness among protein families. The tree construction is fully automatic, and is based only on
reported BLAST similarities among clustered sequences. The tree provides protein groupings in continuous
evolutionary granularities, from closely related to distant superfamilies. Clusters in the ProtoNet tree show high
correspondence with homologous sequence (i.e. Pfam and InterPro), functional (i.e. E.C. classification) and structural
(i.e., SCOP) families (3). A new clustering scheme (4) has provided an extensive update to the ProtoNet process, which
is now based on direct clustering of all detectable sequence similarities.
Herein, we use the ProtoNet resource to develop a methodology for a consistent and safe functional inference for
remote families. We illustrate the success of our approach towards clusters of poorly characterized viral proteins. Viral
sequences are characterized by a rapid evolutionary rate which drives viral families to be even more remote (sequencesimilarity-wise). Thus, functional inference for viral families is apparently an unsolved task. Despite this inherent
difficulty, the new ProtoNet tree scaffold reliably captures weak evolutionary connections for viral families, which were
previously overlooked. We take advantage of this, and propose new functional assignments for viral protein families.
2. METHODS
The ProtoNet Resource: We constructed a hierarchical tree
(ProtoNet5.1) for 1.8 million non-redundant (UniRef90,
maximum 90% sequence identity) proteins, representing 2.5
million UniProtKB proteins. The tree construction is based on a
novel algorithm (4) for clustering huge sequence data – here 1.5
billion non-trivial BLAST similarities - with a theoretical
exactness guarantee. 61% of the tree sequences (UniRef90) are
assigned to at least one family by Pfam (here, 8,168 families).
The average size of Pfam families on the non-redundant tree
sequences is 178±567. 6,882 families have at least 10 members.
Connecting Functional Clusters: A systematic approach was
developed to suggest undetected relations between homologous
protein families. Briefly, we calibrate the tree for the granularity
of each inspected family, and then test for other families in the
same putative superfamily that is suggested by the tree. Only
families which are captured well by the clustering are considered

Fig. 1. Superfamily tree search illustration. Pink and
blue represent proteins in homologous families A and B,
while green and black denote other families C and D.
Reported BLAST similarities are depicted by curved
edges (bottom). A and C coincide on a multi-domain
protein (pink and green protein) which may induce
false-transitivity – falsely clustering A with nonhomologous C due to local BLAST similarities of
multi-domain protein (red edges). Correct merging of A
and B is aided by an unassigned protein (white).

Best Cluster & Good Siblings: The Jaccard coefficient is used as
a correspondence score (J) of a cluster to each external assignment grouping – here, Pfam families. The "best cluster"
(2) for each keyword A, is defined to be the cluster with the highest correspondence score - J(A). For each keyword A,

where J(A)≥JAcutoff, we have inspected the tree-sibling, i.e., the nearest cluster with whom it was merged. In those cases
where the sibling cluster CB corresponds well (J≥ JBcutoff) with another protein family keyword B, keywords A and B are
hypothesized to be evolutionary related. Our cutoffs ensure that family relatedness is supported by relatively complete
and uncontaminated families. Since our method is unsupervised, unannotated sequences guide the clustering as well,
and often contribute additional support to family relatedness. Error prone inference due to multiple domain proteins is
diminished, by eliminating A and B pairs with seldom coincidence on the same protein.
3. RESULTS & DISCUSSION
Pfam Tree Correspondence and AB-pairs: Pfam families are very
well captured by the ProtoNet tree. For 8,095 (out of 8,158) nontrivial families (≥2 non-redundant members) we have achieved on
average
J=0.893±0.175,
specificity=
0.963±
0.092
and
sensitivity=0.918± 0.157. Single domain, or fixed domain
architectures, comprise the majority of the data, and are captured
better by the tree, compared to a handful of domain families that
appear in promiscuous domain architectures.
From this set, our method predicts 710 links between unique AB-pairs
of putative homologous families (AB=BA). For this subset of Pfam
families,
we
achieve
J=0.93±0.09
(specificity=0.98,
sensitivity=0.95) for the best clusters (A) and 0.88±0.12 (0.93, 0.94)
for the siblings (B). For the reported 710 AB-pairs there was 14%
BLAST linkage on average (E=100). For a reference, within the
Pfam families the average linking is 64% at this permissive
threshold.

Table 1. Top 10 A-B clustered pairs ranked by
average correspondence score. Each category is
marked by 3 levels of grey from light to dark,
indicating low to high for %-linkage (<5%, 5-15%,
>15%), Number of proteins in the parent cluster
(<30, 30-100, >100). Similarly, color codes
indicate appearance of a category in none (white),
one (grey) or both paired clusters-families (dark
grey) for Virus, PDB structure, DUF, manual and
profile. Profile column is based on HHalign.
Assign – True, when supported by several
independent evidence, P - possible homology.

Characterization of a High Quality Connection – Viral Proteins:
A Pfam clan unifies several Pfam families according to, e.g. external
literature support, profile comparison etc. We note that within the
710 AB pairs, predictions that could be automatically validated by a
clan definition, showed high accuracy with respect to the hard task of
clan collection. We assigned 104 correct clan predictions vs. only 12 wrong predictions, when A and B do not coincide.
Of our predictions, 366 instances had no clan assignment and provide completely new putative clan definitions.
Inspection of the features that best separate correct from wrong hypotheses indicated that the average correspondence
score (of A and B) should be ≥ 0.95 (we recorded only 1 false out of 48 instances, where both A and B had clan
assignments). This subset still includes 254 of the 710 predictions, including 82 pairs containing DUF (Pfam ‘domains
of unknown function’). We have manually inspected 40 of the top ranked predictions (having no clan, no A-B
intersection and average correspondence score ≥0.95). Viral proteins account for more than half of the top-ranked A-B
pair predictions (Table 1).
As seen in Table 1, the top predictions are enriched in viral families and relatively small clusters. Many of the putative
A-B pairs of viral families lead to interesting evolutionary suggestions on virus-host co-evolution as in the case of the
mammalian and viral families of interferon γ−receptors (PF04903 and PF07140). The vaccinia virus interferon
γ−receptor is secreted from infected cells during infection. The viral protein efficiently inhibits interferon activity
leading to increased infectivity. The common evolutionary source of the two families suggests that the viral family has
originated from the host proteins. Interesting biology is revealed by analyzing overlooked instances of viral proteins and
DUFs. Our findings propose an automatic methodology to cluster viral proteins, and then to pinpoint hidden
evolutionary connections which tie viral proteins with other protein families as well.
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Abstract
Predicting the function of a protein from its sequence is typically addressed by either
sequence-similarity or sequence motifs. Using the latter, we perform supervised motif
extraction from protein sequences belonging to one functional family. The resulting
deterministic motifs form Common Peptides (CPs) that characterize this family, allow
for data mining of its proteins and facilitate further partition of the family into clusters.

Introduction
Kunik, et al., (2007) have recently introduced a novel method for classifying enzymes
based on Specific Peptides (SPs) that are strings of amino-acids, extracted from
enzyme sequences using the motif extraction algorithm MEX (Solan, et al., 2005).
Motif extraction was carried out in an unsupervised fashion, and SPs were selected
from the resulting motifs according to their specificity to levels of the Enzyme
Commission (EC) 4-level functional hierarchy.
We propose to apply MEX in a supervised fashion to a family of proteins, which may
be a family of enzymes belonging to one EC number, but can be any other protein
family. After some further processing (selection of length > 4 amino-acids and
elimination of degeneracy) we define a set of Common Peptides (CPs) characterizing
the protein family. We develop a search methodology that allows us, on the basis of
the number of CP hits on a protein sequence, to decide if the protein belongs to the
same family.

Results
ThyX is one of two thymidylate synthase families. We have analyzed data (Stern, et
al., 2008) containing 136 thyX sequences from different organisms. Applying MEX to
the data we extracted 168 distinct peptides. They are found to cover 133 sequences,
i.e. they occur at least once on 98% of the data. For comparison, we mapped our thyX
sequences to SWISSPROT thyX entries. Out of 84 mapped sequences, only 32
contain a PROSITE motif.
We have studied the occurrence of CPs (number of hits) on enzyme sequences of the
training set, and compared it to the occurrence of the same CPs on all enzymes from
other EC categories. Since CPs have not been selected according to specificity to a
particular EC number, they may be found on sequences of enzymes whose function is
unrelated to that of the family from which they were extracted. Nonetheless the
occurrence distribution, as shown in Figure 1, is very different. In unrelated enzymes
one may see one CP hit, and rarely two. These numbers are consistent with a
background random model. This is also true when searching for hits on the other
family of thymidylate synthase, thyA that perform the same biochemical function as
thyX. Thus, although the CPs have not been selected to be specific to thyX, the
occurrence of several of them on a sequence is quite specific. Moreover, applying
biclustering to the matrix of sequences vs. CPs, we obtain clusters that are consistent
with grouping the relevant species according to evolutionary proximity.

The DNA gyrase subunit B enzyme, gyrB, has been proposed by Watanabe, et al.
(2001) for the purpose of spanning a database for identification and classification of
bacteria. GyrB in a single copy protein, and is one of several protein families
belonging to EC 5.99.1.3. Analyzing 100 gyrB proteins from the ENZYME database
we obtain a set of CPs that is applied to the Sargasso-Sea metagenomic data,
estimating the number of distinct gyrB genes by requiring the occurrence of at least
two consistent matches out of this CP pool. We find that 989 out of over 1 million
proteins can be identified as such. This result is quite close to the number of maximal
fragment depth of 924 quoted in Table 2 of Venter et al. (2004).
Olfactory receptors (ORs) form a large family, belonging to the superfamily of Gprotein coupled receptors (GPCRs). We have used 3733 OR sequences (Gottlieb et al.,
2008) representing olfactory repertoires of 8 vertebrates extracting a pool of CPs. A
background random model predicts that the appearance of three or more peptides
occurs with a false-positive probability of about 1%. Fig. 2 implies that there is some
real overlap between olfactory CPs and non-OR GPCR ones, nonetheless the
separation of the two distributions is evident. Thus CPs help to establish remote
homology between these families of proteins.

Sequences # (P ercent)
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Fig. 2. Histogram of the number of peptides hits
for each chicken GPCR from (Lagerström et al.,
2006). Only the area of high values (x<230)
contains intact and pseudogenes of chicken
ORs.
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1. INTRODUCTION
One of the most important tasks of modern bioinformatics is the development of computational tools that
can be used to understand and treat human disease. To date, a variety of methods have been explored and
algorithms for predicting whether a protein is involved in disease are gaining in their utility. Here, we
describe an algorithm for detecting protein-disease associations based on the human protein-protein
interaction network, known gene-disease associations, protein sequence, and protein functional information
at the molecular level. Our method, PhenoPred (www.phenopred.org), is supervised: first, we map each
protein onto the spaces of disease and functional terms based on distance to all annotated proteins in the
protein interaction network. We also encode sequence, function, physicochemical, and predicted structural
properties, such as secondary structure and flexibility. We then train support vector machines to detect a
protein’s disease function for a number of terms in Disease Ontology (DO). We provided evidence that,
despite the noise/incompleteness of experimental data and unfinished ontology of diseases, identification of
candidate genes and proteins can be successful even when a large number of candidate disease terms are
predicted on simultaneously.
Predicting protein-disease associations has been previously considered by a group of techniques
predominantly based on statistical principles (due to the space constraints, for all citations see Ref. 1). For
example, Freudenberg and Propping clustered a number of diseases from OMIM based on phenotypic data
such as age at onset, tissue, inheritance, and then scored each gene-disease relationship proportional to the
shared Gene Ontology (GO) annotation between a query gene and disease clusters associated with given
disease. Another approach, POCUS, calculates the probability that different loci share the observed
functional annotation by chance. TOM uses gene co-expression and GO annotation to find genes at
particular loci that are likely to co-express or share functional annotation with the seed genes. Several other
groups have analyzed protein-protein interaction (PPI) networks and proposed Bayesian approaches or
various heuristics to gene prioritization. Prediction of disease associations has also been carried out in a
broader context where various data sources are integrated together. In one of the earliest approaches, PerezIratxeta et al. calculated gene-disease associations by linking phenotype to protein function. RefSeq genes
were first connected to GO terms and protein function was then connected to pathological condition
through a Medline article search. Franke et al. developed Prioritizer, a Bayesian method, which utilizes
functional annotation, microarray data, and predicted experimental protein-protein interactions. George et
al. developed Gentrepid, a method based on PPI data and domain sharing, while Aerts et al. developed
Endeavour, also based on statistical principles. Finally, Lussier et al. connect genomic and clinical data,
whereas Butte and Kohane extend the concept of identifying disease associated genes from microarray data
by considering a number of environmental and phenotypic factors. They use statistical principles to
associate genes with Unified Medical Language System (UMLS) concepts, in effect creating a phenomegenome network.
Here, we present our novel approach to the prediction of protein-disease associations based on an
experimental PPI network, known protein-disease associations, as well as protein sequence and functional
annotation. We propose a method to associate genes or proteins to various levels of disease classification
by considering DO information (http://diseaseontology.sourceforge.net) which organizes disease terms into
a hierarchical structure expanding from the “disease” term to the most specific disease names in a top-down
manner. Similarly to GO, DO is represented as a directed acyclic graph and is based on UMLS and
International Classification of Diseases (ICD-9). The hierarchical organization of DO is beneficial for
gene-disease prioritization algorithms in that it aggregates various levels of disease annotation into more
general nodes thus enabling statistical inference with higher confidence.

2. METHODS
For each protein p, we constructed three sets of
features for predicting disease associations: (i) PPIDO features were constructed based on the
distribution of shortest distances from p to other
proteins in the PPI network known to be associated
with specific disease terms; (ii) PPI-GO features
were constructed in a similar way, but based on the
shortest distances to other proteins known to be
associated with specific GO terms; (iii) SPP-GO
features encode various sequence, physicochemical, and predicted properties of the protein as well
as its GO terms.
To construct PPI-DO (and equivalently PPIGO) features, we first computed the shortest Figure 1. Recall as a function of precision for PhenoPred
distances between all pairs of proteins in the PPI (solid blue line) against the uniformly random predictor
network. For each combination of (p, d), where d is (dotted red line).
a disease term, we find the distribution of shortest distances from protein p to all proteins known to be
associated with d, or simply the distribution of distances to disease d. In addition, we encoded fractions of
proteins associated with disease d amongst p’s level-t neighbors (t = 1, 2…). Our assumption is that a
protein p associated with disease d is more likely to share the distribution of distances to the DO terms with
the proteins associated with d than the remaining proteins. The sequence-based and functional features
(SPP-GO) were constructed based on (i) the real-valued vector data that is obtained for each
physicochemical or predicted property and (ii) binary encoding of the known GO annotation and PROSITE
matches. The real-valued data representation of a protein can be easily obtained by predicting its properties,
e.g. secondary structure or intrinsic disorder, which effectively map an amino acid sequence into a realvalued vector (signal) of the same length. If we consider s to be such a property signal corresponding to
protein p, then a set of features was generated based on the following: (i) the length of s; (ii) the mean and
standard deviation of s; (iii) percentage of s that is above n-th percentile of the range of s (for various n)
and (iv) the number of times each signal crosses these thresholds. We used the following properties:
predictions of helix, sheet, coil, accessible surface area (ASA) and relative ASA as predicted by PHD,
hydrophobic moment, flexibility predictions and predictions of intrinsically disordered protein regions. In
addition, SPP-GO features incorporated amino acid composition of each protein, as well as the number,
orientation, and separation between predicted transmembrane helices by TMHMM. Physicochemical
properties included aromatic content and charge. Finally, the GO and PROSITE information was encoded
using a binary representation. The rationale for the use of property signals is that certain classes of diseaseassociated proteins have strong biases in their physicochemical properties. For example, it has been shown
that cancer-related proteins and proteins involved in cardiovascular disease are significantly enriched in
intrinsic disorder. All types of information are incorporated through a supervised framework using two
layers of support vector machines. The first layer was built for each individual type of encoding (PPI-DO,
PPI-DO, SPP-GO), while the second layer is simply a weighted average of the outputs of the first layer.
3. RESULTS
The predictor accuracy was evaluated using cross-validation on 422 DO terms for which 10 or more
associated proteins were available. We evaluated all three individual models described above and a
combined model that integrates the individual models (PhenoPred). Precision-recall curve for PhenoPred is
shown in Figure 1, and we note that it achieved higher accuracy than any of the individual models,
indicating usefulness of all lines of experimental evidence.1 The average area under the ROC curve (AUC)
over the 422 DO terms was 73.1%, however, it includes terms on which prediction results were nearly
random (42 terms had AUC below 60%). In addition, the predictor was manually evaluated on several
disease terms, of which we will discuss some candidate proteins that will be interesting future targets.
4. REFERENCES
1. Radivojac P. et al. 2008. An integrated approach to inferring gene-disease associations in humans.
Proteins: Structure, Function, and Bioinformatics. (http://www.ncbi.nlm.nih.gov/pubmed/18300252).
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1. INTRODUCTION
DNA microarray technology is one of the major recent advances in biotechnology [1]. In particular, their
ability to measure the expression of thousands of genes simultaneously under a certain condition makes
them suitable for several biological applications, such as the functional analysis of genes and identification
of significantly over- or under-expressed genes in complex diseases like cancer. An application of great
interest in microarray data analysis is the identification of a group of genes that show very similar patterns
of expression in a data set, and are expected to represent groups of genes that perform common/similar
functions, also known as functional modules [2]. Although clustering offers a natural solution to this
problem, it suffers from the limitation that it uses all the conditions to compare two genes, whereas only a
subset of them may be relevant.
Association analysis [3] offers an alternative route for finding such groups of genes that may be coexpressed only over a subset of the experimental conditions used to prepare the data set. The techniques in
this field attempt to find groups of data objects that contain coherent values across a set of attributes, in an
exhaustive and efficient manner. However, a major limitation of these techniques is that they are only able
to analyze data sets that are constituted of binary and/or categorical variables, i.e., attributes whose values
can come only from a finite set, such as {0,1}. Consequently, most of the applications of association
analysis techniques to microarray data [4,5] incorporate a pre-processing step, wherein the expression
values are discretized before groups of genes showing similar patterns of expression are extracted.
In recent work [6], we developed a generalization of association analysis for data sets where all the
attributes are real-valued, such as gene expression datasets. More details of this methodology are provided
in Section 2. This generalization enables us to efficiently extract groups of genes that show coherent
patterns of expression across several experimental conditions, and are thus expected to constitute functional
modules. We evaluate these modules for enrichment with a set of functional classes from the biological
process ontology of GO. These evaluations show that a large number of the modules discovered are indeed
functionally enriched, and thus demonstrate the ability of association analysis techniques to efficiently
discover interesting functional information from microarray and other real-valued biological datasets. More
details of these results are provided in Section 3.
2. METHODS
Several measures for the coherence of the values taken by a set of data objects across a set of cases have
been defined in association analysis, mostly for binary data. One such measure is the support of a group of
objects, also known as a pattern or an itemset, which measures the number of cases where each object in a
group takes a value of 1. Also, much of the work on the design of efficient algorithms for extracting various
types of patterns from data is based on the anti-monotonicity property of these association measures,
particularly support. More specifically, the support of a group of objects I is guaranteed to be greater than
or equal to that of a superset of this set. This property enables the design of algorithms such as Apriori [10],
that are able to discover hundreds of such groups of coherent patterns that have a certain minimum support
from large datasets very efficiently.
In order to generalize such analysis for large real-valued datasets, it is necessary to define a support
measure that captures the coherence of the values of the data objects and is anti-monotonic. In particular,
since our focus is on the use of these techniques for analyzing gene expression data, we took into account
the following two aspects of the expression values to define such a support measure:
a) Direction: Since we use the log2-transformed ratio as the expression value of a gene, an important
consideration for measuring the coherence of values of a group of genes in a given condition is the

sign or parity of the value. Thus, we only allow conditions under which all the genes in a pattern are
either over- or under-expressed to contribute towards the coherence of the pattern.
b) Magnitude: Another important consideration for measuring the coherence of the expression of a
group of genes is that the magnitude of their expression should be within a certain range. We
incorporate this requirement in an adaptive manner, where this range is computed as a multiple of
the expression value of the least expressed gene in the group under each condition.
Using these two semantic requirements for measuring the coherence of the expression values of a set of
genes across several experimental conditions, we defined an anti-monotonic support measure named
ContSupport, the mathematical details of which can be found in [6]. This measure also enabled the design
of an efficient algorithm for deriving groups of genes from a microarray dataset that are highly coexpressed across a significant subset of conditions. We would like to note here that other methods of
measuring the coherence of expression values of a set of genes are possible, and our definitions above
represent one such method. In the next section, we discuss the evaluation of the functional enrichment of
the set of gene patterns generated from a standard gene expression dataset.
3. RESULTS
We applied our gene pattern discovery algorithm to Hughes et al [7]’s
popular S. cerevisiae microarray data set. The dimensions of this dataset
are 300 conditions × 6316 genes, and thus, its large scale nature justifies
the use of sophisticated data mining algorithms for extracting useful
knowledge about functions of the constituent genes. The gene patterns
extracted using various thresholds were tested for enrichment by Myers
et al’s list [8] of 138 functional classes from the GO biological process
ontology, and significantly enriched patterns were identified after
correcting for multiple hypothesis testing using Bonferroni correction.
Figure 1 shows the annotation of a pattern of ten genes discovered by the
RNA-mediated transposition class in the GO biological process ontology.
The accurate annotation of this large set by a very specific functional
class illustrates the ability of association analysis techniques to derive
reasonably large groups of inter-related genes. The evaluation of a large
set of patterns generated by this technique at different parameter values
also produces similar positive results. For instance, among a set of 26093
patterns derived using certain thresholds, 8347 (31.98%) patterns were
found to be significantly enriched by at least one functional class in the
set considered, after Bonferroni correction. Also, the 500 largest patterns,
which are usually of most interest to practitioners, are all found to be
enriched by at least one of these classes with a p-value smaller than 10-10.
More detailed results can be found in [6].
In summary, these results illustrate that association analysis is a useful
technique for deriving functional modules and other types of gene groups
from large microarray gene expression datasets.

Figure 1: Enrichment of one of the
continuous patterns in the GO biological
process ontology. Image obtained from
GO:TermFinder [9]. Best seen in color.
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Computationally-driven experimental identification of protein function
Olga Troyanskaya
ABSTRACT
The explosion of functional genomics data, including microarrarry proteomics, and highthroughput genetic studies, has the promise of providing us with a systems-level view of
protein function, interactions, and regulation. However, these data sets are noisy,
computationally diverse, and biologically heterogeneous. I will discuss our recent work
in developing robust and accurate methods for analysis of these data, including a search
algorithm for large microarray compendia and a Bayesian system for integration of
diverse functional genomic data into interaction networks. Further, I will describe how
we used an ensemble of computational data integration methods to direct quantitative
laboratory experiments, leading to the discovery of 99 novel proteins involved in
mitochondrial biogenesis in yeast.
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Function Prediction Using Phylogenomics:
From Theory to Practice
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July 19, 2008
Kimmen Sjölander
Berkeley Phylogenomics Group
University of California, Berkeley
Phylogenomic inference has been shown to improve the accuracy of functional annotation;
unfortunately, the complexity of this protocol and dependence on significant expertise in a
variety of bioinformatics methodologies has prevented its widespread use [1,2]. In this tutorial,
we aim to change that status quo by equipping bioinformaticists and computational biologists
with the theoretical foundations and practical skills needed to perform phylogenomic analysis.
We will make use of tools available online, particularly those provided by the Berkeley
Phylogenomics Group PhyloFacts resource (http://phylogenomics.berkeley.edu/phylofacts/)
[3,4], to predict protein structure, function and cellular localization. Case studies of several
protein families will be used to illustrate the unique challenges of phylogenomic analysis.
This tutorial will follow a typical phylogenomic pipeline, with a discussion of both the
algorithmic/biological issues of each stage and a demonstration of the tools on real data. The
pipeline starts with clustering homologs and proceeds through many stages, including
construction of a multiple sequence alignment, alignment masking, estimating a phylogenetic
tree, overlaying experimental data and GO annotations on the tree, and identifying orthologs
and paralogs. Predictions of function, structure and cellular localization are a natural
consequence of these integrated analyses.
We will present two basic approaches to a phylogenomic analysis. In the standard approach, a
phylogenomic analysis is restricted to sequences that share identical domain architectures (i.e.,
align along their entire lengths); this allows confident assertion of a common fold and highly
similar functions, but can result in very limited sequence sets for inference of function. The
second approach uses phylogenomic analysis at the domain level (i.e., including homologs that
share a common domain but may have different overall domain architectures). This approach
enables many more sequences to be retrieved, but must be performed cautiously as the
potential for annotation error increases. We will also use phylogenomic approaches to predict
protein 3D structure and identify key positions in a protein.
Tutorial attendees are encouraged to come with protein sequences of interest for analysis
during the tutorial. Ideally, attendees submit sequences to the PhyloBuilder webserver at
http://phylogenomics.berkeley.edu/cgi-bin/phylobuild/input_phylobuild.py. PhyloBuilder
automates a phylogenomic analysis, starting with a user-submitted sequence, clusters
homologs using FlowerPower [5], constructs a multiple sequence alignment using MUSCLE,
estimates a phylogenetic tree using Neighbor-Joining, predicts subfamilies using the SCI-PHY
method [6], retrieves Gene Ontology annotations and biological literature, and predicts

homologous 3D structures and functional residues. Results are returned in a webpage (using
the same layout as that used for PhyloFacts protein family “books”). Since PhyloBuilder can
take several hours to complete a phylogenomic analysis, we recommend that you submit
sequences for analysis no later than the day before the tutorial.
We will also try to accommodate attendee requests for assistance in phylogenomic analysis of
specific protein families; please send proteins of interest (in FASTA format) and specific
questions regarding that protein no later than July 11 to phylo@phylogenomics.berkeley.edu.
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Prediction of Protein Function:
A Journey from Molecular to Phenotypic Level
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INTRODUCTION
Despite extensive experimental efforts aimed at elucidating protein (or gene) function, the number of
sequenced genes with unknown cellular roles is growing rapidly. There are 747 completely finished
genomes, while 90 archaeal, 1757 bacterial, 908 eukaryotic, and 122 metagenomes are being sequenced
around the world right now (http://www.genomesonline.org/). While the number of genes with unknown
cellular role already measures in millions, at the same time, the number of genes with high-confidence
functional annotations in the Gene Ontology (GO) and similar databases is still measured in tens of
thousands. In addition, functional annotations at a residue level are still to mature. Since it is unreasonable
to expect that functions of all proteins will be experimentally determined in the near future, one of the
major objectives of computational biology research is to develop methodologies and tools for automated
protein annotation that can be used by researchers working on individual proteins, but also on a genomic
scale.
Here we propose to present a two-hour tutorial that will cover all major components of the protein
function prediction area. The goal of the tutorial is to address protein function prediction at both residue
and whole-sequence level, with emphasis on the following three components: historical developments of
methods, current state-of-the-art, and future challenges in this field. Some key, or representative, methods
will be presented in depth. The tutorial will be split into four parts:
1. Introduction.
Function prediction: from molecular features to prediction of phenotype. The introduction will
include framing of the problem, introduction of the problem and the available data types,
comparisons to structure prediction, introduction of metrics for functional and phenotypic
annotations (EC, GO, OMIM, Disease Ontology etc.).
2. Methods for prediction of functional molecular characteristics (residue-level annotation).
This part will include functional sites, prediction of specific functions, prediction of SCL etc. This
section will be divided into homology based methods and ab initio methods.
3. Comprehensive molecular predictions.
This part will cover methods that predict GO term (or EC number) for a given sequence or structure.
4. Prediction of phenotypic function.
This part will cover current developments in predicting proteins associations with disease.
PART 1 (30 min): Introduction
This part will introduce the problem of function prediction at different levels. It will juxtapose the
challenges and approaches of function prediction to those of the more well-established field of structure
prediction.
Since protein function has many facets, its prediction has different meaning to different people. It may
mean the prediction of the cellular process in which the protein is involved, or the nitty-gritty of its
enzymatic activity, or rather its physiological role. This problem is intensified by the need to standardize
and quantitatively assess the function similarity between proteins. While defining sequence and structure
similarity may be easy, there is no straightforward measure we can use to put a number on the function
similarity between two proteins. Prediction methods could not be developed, or rigorously assessed,
without such measure, which would allow comparing different functions and quantify their similarity.
Several large-scale attempts responded to this challenge by building classification systems or ontologies of
biological functions.
For about 60% of all sequences from current genome projects sequence homology suggests some
aspects of function.1-3 However, drawing a firm conclusion about function is not always possible. Various
analyses have established that sequence similarity above a certain cutoff ascertains similarity in structure.
Even though the opposite is not always true, and proteins of similar structure may sometime lack any
detectable similarity, this relationship between sequence and structure makes structural homology modeling
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a reliable way to predict structure of newly sequenced proteins. However, the relationship between
sequence and function, and even structure and function, is more complicated. It is rather simple to establish
a sequence similarity cutoff that would ascertain that a pair of proteins folds into the same structure. It is
not yet clear how to determine a similar cutoff for function.
PART 2 (30 min): Residue-level annotation
This part will present methods for prediction of function through molecular characteristics of proteins: this
will include the prediction of functional sites, prediction of specific functions, and prediction of SCL. We
will start by reviewing methods that are based on homology in sequence or in structure and will continue to
review methods and approaches that attempt to provide prediction also in cases where there is no annotated
homolog. The attempt to develop automated tools for function prediction includes the development of
various methods to identify functionally important residues based on their conservation throughout
evolution.4 If a residue is highly conserved it is likely to be functionally important. Several methods offer
tools that vary from identifying residues that have functional importance. There is a large body of literature
that addresses residue-level annotation and effort will be made to cover currently leading methods and
types of approaches.
PART 3 (30 min): Whole sequence-level annotation
This part will address methods for inferring protein function at biochemical and biological level. Our
primary focus will be on protein function as defined by the GO consortium 5 and Enzyme Commission
(EC), from a number of data types. Here, we will mostly focus on prediction of protein function from
amino acid sequence, from protein structure, from protein-protein interaction data, from literature, and
finally, from combinations of data types.
Computational models developed in the last 15 years were based on pairwise or multiple sequence
alignments.6-12 These methods employ either BLAST or PSI-BLAST13 and rely on the annotation by
sequence similarity. Although simple functional assignments by BLAST are known not to be very accurate
below 80-90% sequence identity on a global level,14 on the local level various schemes reached reasonable
success even for more distant matches. The basic idea of such models is to compare the query sequence to
all available functional classes and combine them to get a likelihood score. Other systems rely on the fact
that in order to transfer function by sequence alignment at least one domain of a protein must be
evolutionarily conserved.10 Methods exploiting phylogeny appeared early15 and attempt to predict protein
function within an evolutionary context, by modeling gene duplication and speciation events. These
approaches exploit the fact that evolutionary pressure differs between paralogs and orthologs,16 but are
limited because sequence dissimilarity may not imply functional difference, especially at the biological
process and cellular component level of GO. In addition to sequence alignment methods, a recent trend has
been to include structural information,17-20 protein-protein interactions,21,22 global sequence and
physicochemical properties,23,24 and other types of data (gene proximity, co-expression, and gene fusion
events25 etc.). At the end, we will discuss kernel-based computational methods developed for functional
inference (e.g. see refs. 26, 27).
In summary, automated protein function prediction is a growing field, but it hasn’t reached its full
potential yet. There is still a great need for (i) proper evaluation of such tools, (ii) improvement both in
terms of quality and speed of the algorithms, and (iii) development of stand alone applications and
appropriate servers.
PART 4 (30 min): Annotation at the phenotypic level
In this part, we will present methodologies and challenges involved in predicting protein’s phenotypic
function. There is a growing body of literature dedicated to computational studies to understanding proteindisease associations, developed simultaneously by multiple communities. This includes statistical or
machine learning methodologies from a number of data types, methods based on physical principles of
modeling protein folding and methods developed to exploit high-throughput data, such as mass
spectrometry-based proteomics and even transcriptomics.
Methods that exploit statistical inference from sequence, structure, interaction, literature, and function
data have been dominating so far (about 10 years of research). We briefly summarize some of these
methods: Freudenberg and Propping28 clustered a number of diseases from OMIM29 based on phenotypic
data and then scored each gene-disease relationship. POCUS calculates the probability that different loci
share the observed functional annotation by chance.30 TOM uses gene co-expression and GO annotation to
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infer genes at particular loci that have the smallest chance to co-express or share functional annotation with
the seed genes.31 Several other groups analyzed protein-protein interaction (PPI) networks and proposed
Bayesian32 approach or various heuristics.33-35 Prediction of disease associations has also been carried out in
a broader context where various data sources were integrated. Perez-Iratxeta et al. calculated the genedisease associations by linking phenotype to protein function.36 Franke et al.37 developed Prioritizer, a
Bayesian approach, which utilizes functional annotation, microarray data and predicted experimental
protein-protein interactions. George et al.38 developed Gentrepid, a method based on PPI data and domain
sharing while Aerts et al. developed Endeavour,39 also based on statistical principles. This tool has recently
been improved by De Bie et al.40 Radivojac et al. developed PhenoPred based on supervised learning and
multiple data types.41 Finally, Lussier et al.42 connect genomic and clinical data, whereas Butte and
Kohane43 extend the concept of identifying disease associated genes from microarray data by considering a
totality of environmental and phenotypic factors. They use statistical principles to associate genes with
Unified Medical Language System (UMLS) concepts, i.e. create a phenome-genome network.
Another direction in exploring associations between biological macromolecules and disease is through
the analysis of folding pathways. It has been estimated that about 50% of human diseases are caused by
protein misfolding events,44 which often lead to loss/gain of function in numerous protein folding diseases
such as cancer, osteogenesis imperfecta, sickle cell anaemia, Alzheimer’s, Parkinson’s, and Hungtington’s
disease, to name a few.45 The last 30 years have brought dramatic progress in the simulations of protein
folding.46,47 There is sizeable amount of work in studies of the mechanisms of disease, including
simulations of influenza virus activity,48-50 prion misfolding51 and aggregation of β-amyloid peptides in
Alzheimer’s disease.52 There is agreement that both increase in computational power and better modeling
of multi-body force fields are important for the further progress in molecular dynamics simulations.
Part 4 of the tutorial will finish about 5-10 minutes early in order to allow for a summary of the entire
tutorial and future challenges.
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